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Visualisation, Visual Analytics, and Visual Knowledge
Discovery in the Age of LLMs

Panel Description

Large Language Models (LLMs) and generative Al are transforming the ways in which data,
information, and knowledge are generated, analysed, and communicated. While recent developments
have demonstrated the ability of Al systems to automatically create charts, dashboards, summaries,
and visual representations from natural language prompts, a more fundamental question remains:

What role do Information Visualisation, Visual Analytics, and Visual Knowledge Discovery play in
the age of Large Language Models?

This panel will explore how visualisation research and practice are evolving as LLMs become
increasingly integrated into analytical workflows. Rather than focusing solely on the automation of
visualisation design, the discussion will examine how visual methods can support human
understanding, critical reasoning, transparency, and trust in Al-assisted analysis.

Information Visualisation, Visual Analytics, and Visual Knowledge Discovery have traditionally
helped people explore complex data, identify patterns, evaluate evidence, and communicate insights.
As Al systems take on a growing role in knowledge generation and decision support, visualisation
may become even more important as a mechanism for structuring, validating, steering, and explaining
Al-supported sensemaking processes.

The panel will discuss how visual approaches can help users understand uncertainty, identify bias,
evaluate conflicting evidence, and maintain human oversight of Al-generated results. It will also
explore how visualisation can contribute to transparency by making prompts, model settings, retrieval
sources, confidence levels, and analytical assumptions visible and open to inspection.

Bringing together perspectives from Information Visualisation, Visual Analytics, Artificial
Intelligence, Human-Computer Interaction, and Knowledge Discovery, the panel will examine how
humans and intelligent systems may collaborate to create the next generation of trustworthy
analytical environments.

Discussion Topics

e What are the core roles of Information Visualisation, Visual Analytics, and Visual
Knowledge Discovery when LLMs become part of analytical workflows?

o Will Al fully automate visualisation design, or will human expertise remain essential?

e (Can Al-generated visualisations be trusted and interpreted reliably?

e How can visualisation help reveal misinformation, uncertainty, bias, missing evidence, and
conflicting sources?

e How can Visual Analytics support the steering, validation, and correction of LLM outputs
rather than simply presenting them?

e Can Al reveal patterns and relationships that humans might overlook?

e Will LLMs become the primary interface for visual analytics and knowledge discovery?

e  What new visualisation paradigms may emerge through the integration of LLMs and
generative Al?

e How can visualisation support transparency by making prompts, model settings, retrieval
sources, confidence levels, and analytical assumptions visible and adjustable?

e How can visual provenance, interaction histories, and analytical traceability improve
reproducibility, accountability, and trust in Al-assisted knowledge discovery?

e What are the key research challenges for the visualisation community in developing human-
centred and trustworthy Al systems?



e LLMs are now the most plausible engine for VKD — but the question is what scaffolding
they need around them. What does a responsible, sustainable, human-collaborative LLM-
powered VKD system actually look like in practice?
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Prof Boris Kovalerchuk, Central Washington University, USA

The question many of us now face is this: what happens to visualization, visual analytics, and visual
knowledge discovery in the era of Al and large language models? Do we have challenges that make
our field genuinely different from other domains adapting to Al such as scientific software
development?

The first good news is that Al needs visual methods for its own improvement. Al has relied on visual
methods for a long time and continues to expand their use. Thus, there is no sign that our domain will
disappear, or that its use will decrease, as long as Al is not perfect.

The more difficult question is whether Al will eventually automate all of its own visual needs. If that
happens, will it be a triumph of our field, or the beginning of our own obsolescence?

I see that future as both a Holy Grail and a disaster. It is a Holy Grail because current Al is far from
perfect: hallucinations, black-box behavior, and weak explanations are serious limitations. It is a
disaster because if Al ever becomes truly perfect, we may have helped automate away the work we
value most leaving us only to consume its benefits.

So, the real question is not whether AIVis automation will happen, but how far and how fast we can
push it.

There are at least two kinds of tasks. The first can already be automated fairly well, such as standard
visualization generation from natural-language prompts. The second does need our work. These are
tasks we do not know how to solve because of fundamental scientific challenges, and current Al and
LLM methods are weak on them.

A few examples are:

e Lossless visualization of large high-dimensional data that preserves all n-D information, has
tolerable occlusion, keeps features interpretable, and remains within human perceptual
capabilities. Solving this task would enhance both Al and human capabilities.

e Automatic and interactive discovery of non-trivial data patterns in lossless visualization
spaces by domain experts, without relying on AI/ML data scientists.

e Explanations of black-box Al and ML models in domain terms for domain experts.

e Discovering inherently interpretable AI/ML models that match the accuracy of black-box
models.

Bio-Sketch — Dr Boris Kovalerchuk is a professor of Computer Science at Central
Washington University, USA. His over 200 publications include five books authored
and co-edited published by Springer: "Data Mining in Finance " (2000), "Visual and
Spatial Analysis" (2005), "Visual Knowledge Discovery and Machine Learning"
(2018), and the most recent books "Integrating Artificial Intelligence and
Visualization for Visual Knowledge Discovery" (2022) and “Artificial Intelligence
and Visualization: Advancing Visual Knowledge Discovery: (2024), which are
collections of expanded papers presented at the Information Visualization
Conferences. His research interests are machine learning, visual analytics, uncertainty modeling, data fusion,




relationships between probability theory and fuzzy logic, image and signal processing. Dr. Kovalerchuk has been
a principal investigator of multiple research projects in these areas supported by US Government
agencies..https://www.cwu.edu/~borisk/
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Dr Richard Brath, Uncharted Software Inc., Toronto, Canada

Hallucinations, transparency, provenance are rapidly receding with successive foundation models and
improved best practices. Al is already trusted to commit more than half the code on GitHub [1], aid
the design novel visualizations [2], and is entrusted to write code changing programming roles into
management roles [3].

Looking forward to the next year, will be the shift to automated analysis; wherein visualization is
simply a supporting role to facilitate the creation and interpretation of answers. Al can already
provide full transparency of the analytic process, tools, sources, and validation, when configured or
prompted appropriately.

A key research question will be validation of Al analyses, using both Al and humans. The Al may
critically review its own results, including accounting for outliers and divergences, as well as
generating and testing multiple competing hypotheses to address gaps. The human will need to probe
and explore any step of the Al's analysis, by reviewing the analytic process, supporting facts, and
supporting visualizations, with ability to intervene and branch new sub-analyses on the fly.

Utilizing Al to facilitate novel inquiry is another important research vector, whether novel datasets,
novel analyses, and/or novel visualizations to support alternative viewpoints and to manage multiple
simultaneous narratives. Interestingly, current human-generated narrative visualization is overly
focused on singular viewpoints and future Al research may help un-bias humans.

I will show examples of Al gen automated workflows and novel visualizations.

[1] Byteiota. GitHub is Running on AWS Now. Here's Why Al Coding Broke the Platform. June 16,
2026. byteiota.com/github-ai-infrastructure-crisis/

[2] Richard Brath. Visualization design before | after Al at Data Visualization in the Age of Al at
Northeastern Design Research Week 2026, March 19, 2026.

[3] Senior software developers. Internal scrum meeting. at Uncharted Software. June 11, 2026.

Bio-Sketch - Richard Brath is a managing partner at Uncharted Software, designing
and building visualizations for expert users in application areas such as financial
markets, supply chains, and customer journey analytics. (We augment human insight
gathering with machine reasoning using highly visual, interactive communication
techniques.) Richard authored Visualizing with Text (CRC 2021), advocating
visualization for qualitative analytics. This position has been extended to lean on
LLMs for data collection, featurization, introspection, design ideation, and analysis
augmentation.
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Prof Kawa Nazemi Darmstadt University of Applied Sciences, DE — European University of
Technology (EUt+)
Large Language Models are increasingly becoming part of analytical workflows and decision-support
environments. However, their usefulness in critical decision contexts depends less on their ability to
generate fluent answers than on the extent to which their outputs can be grounded, validated,
inspected, and compared with reliable information. My position is that Visual Analytics should play a
central role in the knowledge-grounded validation of Al-generated information and in the systematic
reduction of hallucinations, unsupported claims, and misleading interpretations.

LLMs can support exploration, summarisation, scenario generation, and sensemaking. At the same
time, they may produce plausible but incorrect statements, omit relevant evidence, mix reliable and
unreliable sources, or generate conclusions without sufficient grounding. This is particularly critical in


https://www.cwu.edu/~borisk/

high-stakes domains such as public health, climate adaptation, crisis management, infrastructure
planning, environmental risk assessment, security, and regulatory decision-making, where analytical
outputs may influence institutional actions and societal outcomes.

Visual Analytics can address this challenge by enabling Al-generated outputs to be examined
alongside validated information, structured data, domain knowledge, retrieved sources, indicators, and
alternative interpretations. Rather than treating an LLM response as a final result, visual interfaces can
make it possible to explore, compare, and contextualise the evidence on which a claim is based. Users
should be able to see which parts of an answer are supported by reliable sources, where evidence is
missing or uncertain, where sources contradict each other, and how alternative assumptions or
datasets would change the interpretation.

In this sense, knowledge-grounded Visual Analytics should aim to make the relationship between Al-
generated claims and external evidence visible, inspectable, and contestable. This requires
mechanisms for retrieval-augmented generation, provenance tracking, citation and evidence mapping,
uncertainty representation, source comparison, contradiction detection, and interactive validation.
Human users should not merely receive Al-generated conclusions; they should be enabled to question,
trace, validate, and correct them.

A key research challenge for the visualisation community is therefore to design human-centred
analytical environments in which LLMs are connected to validated knowledge, domain-specific
evidence, and interactive comparison workflows. The goal is not to replace expert judgement, but to
strengthen it by making information grounding visible, unsupported claims detectable, and analytical
conclusions open to human inspection and correction.

Bio-Sketch - Kawa Nazemi is Professor of Human-Computer Interaction, Visual
Analytics, and Human-Centred Al at Darmstadt University of Applied Sciences,
Germany, and affiliated with the European University of Technology (EUt+). He
holds a doctorate in Computer Science from Technische Universitdt Darmstadt,
awarded summa cum laude, and heads the HCI & Visual Analytics Research Group.
His research combines Human-Computer Interaction, Visual Analytics, Artificial
Intelligence, Human-Centred Al, knowledge-grounded intelligent systems, and
interactive decision support. He investigates how LLMs, Transformer-based
methods, machine learning, and agentic Al can be integrated with visual interfaces,
domain knowledge, and human expertise to support exploration, explanation, validation, and action in complex
data-intensive environments.

He is a member of hessian.Al, the Hessian Center for Artificial Intelligence, which brings together Al
researchers and institutions across Hesse to advance Al research, education, transfer, and application. He is also
Deputy Director of the Research Center for Applied Informatics (FZAI) and a member of the Hessian Doctoral
Center for Applied Computer Science. He currently serves as Chair of the IEEE Germany Section Computer
Society Chapter, a role he has held since 2024.

His current research increasingly places Al at the centre of human-centred analytical systems. His publications
and projects address Visual Analytics, Human-Centred Al, human-Al interaction, information visualisation,
knowledge-grounded Al, healthcare analytics, environmental and policy-related decision support, and Al-
supported innovation discovery. Application areas include the visual analysis of longitudinal patient data in
healthcare, agentic Al for standard operating procedures and follow-up processes in cardiology, assistive Al
systems in psychiatric and clinical contexts, innovation and technology foresight using LLMs and Transformer-
based methods, and environmental decision support.

Across these domains, a recurring theme of his work is the development of interactive analytical environments
in which Al does not replace human judgement, but extends human reasoning by making complex information
explorable, comparable, explainable, evidence-based, and critically verifiable.
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Prof. Razvan Andonie, Central Washington University, USA
Visual Knowledge Discovery, Green Al, and Human-in-the-Loop (HITL) can be seen as overlapping
research agendas that collectively offer an alternative to relying on large end-to-end LLMs for



knowledge extraction. The core idea is that human visual cognition performs a substantial amount of
interpretive work that does not need to be delegated to the model. By externalizing structure into
visual representations—such as graphs or interfaces—one can rely on smaller, more efficient models
while improving both auditability and accuracy.

For example, in biomedical literature mining, instead of using a large LLM to directly infer
relationships across millions of documents, a more structured pipeline might first use a lightweight
model to propose candidate relations, then render them as a knowledge graph for expert inspection.
Domain experts can correct and refine these structures visually, and their feedback can be fed back as
training signal for compact, domain-specific models. The result is a system that is potentially more
energy-efficient, more transparent, and more scientifically reliable.

A common counterpoint is that modern LLMs already compress much of this pipeline: they can read
documents, infer relationships, generate structured or visual summaries, and engage in conversational
clarification that functions as a lightweight form of HITL. From this perspective, their generality
amortizes computational cost across tasks that would otherwise require multiple specialized
components.

This leads to a central design question: what kind of scaffolding do LLMs actually require in
knowledge-intensive domains? Is conversational interaction sufficient as a substitute for structured
visual annotation and expert feedback? How should we reason about the ecological cost trade-offs
between general-purpose and specialized systems? And in settings such as medicine, does the opacity
of LLM reasoning make visually grounded, auditable pipelines not just beneficial but necessary?

A more balanced view is that this is not a substitution problem but a layering problem. LLMs are
powerful as conversational and propositional interfaces for exploration and hypothesis generation.
Structured visual HITL systems, in turn, function as epistemic infrastructure for validation, learning,
and accountability. In high-stakes domains, such infrastructure is not replaced by LLMs; rather, it
becomes the mechanism through which LLM outputs are constrained, verified, and ultimately made
trustworthy.

Bio-Sketch Razvan Andonie received the M.S. degree in mathematics and computer
science from University of Cluj-Napoca, Romania, and the Ph.D. degree from
University of Bucharest, Romania. His Ph.D. advisor was Solomon Marcus, Fellow
of the Romanian Academy. He is currently a Professor of Computer Science at
Central Washington University. He has published about 150 research papers and
was an invited professor at many universities. His actual research interests are neural
networks, deep learning, visual knowledge discovery, causal machine learning, large
language models, generative Al, computational semiotics, concept drift, and
hyperparameter optimization. His publications include co-editing recent books
"Integrating Artificial Intelligence and Visualization for Visual Knowledge Discovery" (2022) and “Artificial
Intelligence and Visualization: Advancing Visual Knowledge Discovery: (2024) published by Springer, which
are collections of expanded papers presented at the Information Visualization Conferences.
https://sites.google.com/view/razvan-andonie/my-profile.
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